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Abstract

This work presents the state of the art of hardware accelerated
Computational Intelligence methods. It introduces the approaches to
parallel implementation of neural networks. It presents the FPGA
implementation of RBF neural network using special linearly approximated
arithmetic. Research platforms for further parallel implementation of
THSOM neural network are introduced. Outline of parallel implementation
of THSOM is discussed and further enhancements, such as temporal weight
reduction and balancing of temporal and spatial map, are proposed.
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Introduction

1. Introduction

The Computational Intelligence (Cl) [1] could be seen as more evolutionary
based continuation of artificial intelligence algorithms. It includes nature
inspired methods such genetic algorithms, swarm intelligence or neural
networks. As opposed to the classical artificial intelligence methods based on
statistics and heuristic the ClI combines learning, evolution and adoption to
achieve its goals.

The artificial neural network [2] is a set of interconnected artificial
neurons, usually with more inputs and one output. In general, artificial
neural networks represent a non-linear transfer function of input vector X,
from R" to output Y, of R™. Its topology as well as internal neuron activation
function is simplified to allow mathematical modeling of the network,
however it retains the principles of biological counterparts.

The feedforward architecture of artificial neural network is the most
known kind. An example of such architecture is shown in Figure 1. This
architecture propagates the signal among the layers of neurons from the
input layer through the hidden layer(s) to the output layer just forward. This
network has no recurrent connections. Usually a perceptron [3] based
neurons are used, therefore is this architecture often called as Multilayer
Perceptron (MLP).

Figure 1: Feed forward neural network

Recurrent neural networks [4][5] employ the recurrent connections
between neurons. This means that signals can propagate from one neuron to
the another in the same layer, or from the neuron in the higher layer (closer
to the output of the network) to the neuron in the lower layer. This makes
the recurrent networks able to process the time context of data. An example
of a recurrent network is shown in figure bellow.
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Figure 2: Recurrent neural network examples (fully recurrent neural
network, Jordan-Elman network, generic recurrent network scheme)
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The Radial Basis Functions (RBF) [6] have one hidden layer of neurons,
each using RBF as their activation function. The output of the network is
weighted sum of hidden layer neurons outputs. They are mostly used in
clustering or function approximation.

The Self-organizing map (SOM) [7] are using the unsupervised learning
algorithm, with unspecified correct output values. The network adapt itself
during the training phase for the given data. The structure of the SOM is
single layer feed-forward network. All inputs are fully connected to all
neurons, organized into usually two-dimensional grid, see Figure 3. The SOM
is used for dimension reduction and vector quantization, output dimension of
the neuron grid is lower then the dimension of input data. Except the input
values, each neuron has some kind of relation with it's neighbors.

<)
DATA < Adaptation >

algorithm
Figure 3: Training of SOM network, clustering analysis
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2. Current state of the art of hardware
assisted acceleration

There are certain application which are requiring a realtime data processing
or control [8]. Sometimes it is necessary to get the results faster then just
execute those Computational Intelligence (Cl) algorithms on general purpose
computer. Those applications include realtime control of robot moves, speech
and text recognition etc. So far a lot of different platforms have been taken to
implement the CI algorithms in hardware:

FPGA

DSPs

FPGA with DSPs
VLSI

Analog devices
Distributed systems

Each of them have usual tradeoff between speed, cost, logic gate counts
and time needed to design such unit. One can add one more parameter: the
arithmetics precision. For many CI algorithms sensitivity to the precision
may be very important parameter, which influences overall convergence of
the implemented algorithm.

Many algorithms of Computational Intelligence are inherently parallel
and so is their hardware implementation. Natural approach includes the use
of spatial based parallelism often found in neural networks, where each
neuron can be implemented as single piece of hardware. However, due to
design size constrains, one can use time based parallelism such as pipelining
or data multiplexing.

2.1. Algorithms implemented in FPGA

Field Programmable Array (FPGA) is very popular platform among the
researches, due to its universality and rapid prototyping. Their main
drawback is in slower designs compared to ASICs and of course in design size
constrains, which are now disappearing with enhanced manufacturing
process technology. During years 2000 to present the FPGAs were used in
vast majority of computationally intensive algorithms including:

Image processing

Data mining
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Physics (quantum circuits, qguantum chromodynamics).
Genetic Algorithms (GA) (TSP aplied onCompact GA)

Neural networks (SOM, ART, MLP, SVM, SSN, PCNN, CNN, ART,
RBF, stochastic networks)

Those algorithms which are relevant for this survey will be discussed
later.

2.2. Algorithms implemented using other
technology

Perhaps most interesting other technology used to implement the CI
algorithms is classic analog hardware for Time Recurrent Neural Network
which is digitally configurable [9]. The other technologies used to implement
Computational Intelligence algorithms relay mostly on VLSI manufacturing
process, either with total custom design or utilizing DSP blocks together
with memory and control blocks, building together a hardware accelerators,
essentially same as FPGA based platforms, but faster and bigger [10][11].

There are some designs that uses VLSI technology, but interconnected
circuits are analog. Those designs are suited for specific types of neural
networks such as pulsed based neural networks [12] or for Binary Couplings
Attractor Neural Networks [13]. There are no classical firing neurons, but
information is transferred asi spikes on 2D mesh of neurons. This design
benefit from being low-power, dynamic rich and suitable for evolutionary
robotics.

The VLSI based hardware was already researched for possible ways
how to recover from faults introduced by Wafer Scale Integration process and
how the network will perform [14].

Parallel implementation using computer workstation was also
researched as well as parallel implementation of teaching algorithms for
neural networks [15].

2.3. Hardware implementations of neural networks

Vast majority of implementation was done on various FPGAs, exploiting easy
reconfigurability and rapid prototyping.

The limited logic size problem of FPGA designs was commonly solved
by choosing right implementation of computational units with additional
constrains of available mathematical functions. The use of fixed point
arithmetic and careful layout of used bits over the domain [16], were quite

10
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common solutions although some works (such as our own) used special
floating point representations [17]. The logic size reduction achieved in some
works involved limitation of some computational steps or function
approximation[18]. Most common victims were multiplication operators
and activation function. Some directions even point to use the stochastic
arithmetic, where floating point numbers are replaced with random bit
strings [19]. But some conclude this slightly degrades the neural network
performance.

The speed limit of FPGA together with intrinsic parallelism of neural
networks led to implementations on many different layers of parallel
computation. We will discuss the parallelism involved in next chapter.

2.3.1. Feed forward MLPs

Numerous implementations of feed forward multi-layer perceptron networks
have been done over years [20][10][21][11]. Most common activation function
used is sigmoidal activation function implemented in one of the following:

lookup table ROM

as B-spline with low degree and with constant multiply coefficients
[21]

linearly approximated with shift/add arithmetic only [17]
flat CORDIC

The training algorithm for MLP was rarely implemented in hardware.
If so, some modified version of backpropagation algorithm was
implemented[22].

2.3.2. RBF neural networks

The pioneer ASIC implementation of RBF neural network accelerator was
done in the IBM research laboratories and it was called Zero Instruction Set
Computer (ZISC) [23] .

The ZISC 036 implemented simplified version of RBF (Radial Basis
Functions) network in hardware. The card could be populated up to 684 RBF
neurons and it was available as PCI or ISA form factor.

The input data unit was a vector of maximum of 64 single byte wide
components. Each vector could be accompanied with a 14bits wide category
that indicates its membership. The simplification of the RBF network may be
observed in the influence fields which were constructed as n-dimensional

11
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hypercubes. Depending on the rotation of hypercube in n-dimensional space
two metrics were defined: L1 and LSUP. The ZISC 036 used integer
arithmetic.

Other implementations of RBF neural network used FPGA as the
system platform. We have created parallel implementation of RBF neural
network implemented in FPGA, which will be discussed in chapter 4.
Parallel implementation of RBF neural network.

2.3.3. SOM based networks

The first hardware implementations begun to appear during the late 90's.
Those implementation suffered from limited amount of processing unit and
due of one to one mapping of neurons, also to limited amount of SOM
neurons [24][25]. This disadvantage was eliminated with the concept of
virtual maps of neurons introduced in [26]. The platform was based on
RAPTOR 2000 rapid prototyping platform, which was equiped with Xilinx
XCV2000E FPGA. The data samples were stored in local 128MB SDRAM. It
used 64 processing elements with 8bit arithmetics.

12
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3. Parallelism approaches for neural networks

In general there are few ways how to parallelize the neural network:
Neuron Parallelism
Training Set Parallelism
Fine Grain Parallelism

Coarse Grain Parallelism

3.1. Neuron Based Parallelism

The most straightforward method is to simulate n/p neurons on p processing
units, each group of n/p neurons must communicate with each other [26].
Depending on neural network topology and training algorithm huge
communication overhead may be necessary.

3.2. Dataset Parallelism

Instead of dedicating each neuron to a processing unit, dataset is divided and
distributed to processing units each implementing whole neural network.
The individual neural networks create neural network ensembles which work
independently and parallel [27]. The only communication involved is during
the forward phase to obtain each neural network response. There might be
one gating neural network, which selects the particular neural network as
the output of all networks in ensemble [28]. Hybrid training might be used
utilizing the genetic algorithms as described in [29]. The backpropagation
algorithm can be also used, just the gradients are exchanged between all
networks during the training phase.

3.3. Fine Grain Parallelism

In this approach parallel processing is involved on the program loop level.
Each suitable cycle in the program is executed in parallel on different
processors with shared memory. Thread synchronization is accomplished
with the barriers [30].

3.4. Coarse Grain Parallelism

In general, the system partitioning is based on user decision. For example
only selected parts of the computations might be run on special hardware
accelerators or separate threads running on other CPUs [23][30].

13
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4. Parallel implementation of RBF neural
network

Recent years have seen rapid growth in the importance of neural networks
and other computational intelligence paradigms in many applications. Radial
Basis Function (RBF) [31] can learn much faster than other comparable
neural paradigms, therefore, they are suitable for real-time data processing
and real time control. Neural networks used for this kind of application
require fast simulation platforms to achieve short input-to-output latencies
and fast responses to outer events. One solution is hardware acceleration of
the simulation process by implementing the neural networks completely or
partially in hardware using FPGA as a rapid prototyping platform.

This section is based on our previous research presented in [32], where
we introduced a set of linearly approximated functions suitable for the
implementation of neural networks. The approach of linearly approximated
functions goes beyond the complexity of multipliers and large look-up tables
and replaces them with simpler logic circuits based on adders and shifters.
We show how linearly approximated functions can be used for the effective
implementation of RBF neural networks.

4.1. RBF Neural Network

A single output, Radial Basis Function (RBF) neural network can be
generally described by the equations Eq.1 and Eq.9 as follows

K X; Cy (1)
y== wG 2)

where X; is the i-th input and C . is the i-th centroid component of the k-th
RBF neuron, N is the dimension of the input vector, and M is the number of

RBF neurons. G « 1s typically the Gaussian function defined as follows
2
_ k k
G L€ (3)
1
where |~ , determines the slope of the G . function. We can

k
rewrite equations Eq(1) and Eq(2) so that we replace multiplication by

14
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addition in the WkG

is equal to

« expression. Then the output of the RBF network

M K i log w,

y= ¢ @)
k=1

By replacing the ¢* and In(x) with corresponding functions with the

base of two, we obtain M )

log. w
Kk ok 109, Wy

y= 2 (5)

where | is considered as a power of two constant. By applying the linearly

approximated functions according to [32], we obtain

N
2_
k™ __1SQR2 Xi Gy ©)
_ 2
& LOG2 AFR2 KKk )
M
y= - EXP2 K LC)G2 Wk (8)

where SQR, is a linearly approximated x* function, LOG, is a linearly
approximated log,(x) function, EXP, is a linearly approximated 2* function
and AFR; is a linearly approximated Gaussian-like function corresponding to
the 2™ function.

Gupi) * wie

A
r N
o0x| AFR, LOG, EXP,
_’ Ll "
Gloxpr)
log,(w,)

Figure 4: Multiplication of the RBF neuron output by weight w;
composed from the AFR2 , LOG2, and EXP2 blocks.

It can be shown that LOG2(AFR2(x)) can be reduced to a simple logic
inversion operation that replaces the chain of AFR, and LOG, blocks.

15
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This allows rewriting Eq. (9) as follows
= LOGAFR 2 Kk (9)

. 2
which correspondsto = |, | formula.

Since Iog2 W, _ is a constant that can be entirely stored in a register,

Eq.(10) can be implemented as shown in Figure 5. Compare the lower
complexity with the corresponding circuit in Figure 4.

oLk AFRLOG, EXP,
—>

log,(w,)

Figure 5: Multiplication of the RBF neuron output by weight w;
composed from the AFRLOG2 and EXP2 blocks.

4.2. Linearly Approximated Functions

In this section, we give an overview of the set of linearly approximated
functions that were published in [32] and are used in our RBF neural
network implementation.

4.2.1. SQR

The SQR; function can be described by the equation

0

SQR2 X=a 2c X . n (10)
where x is in the range of 0,1 , a= 2", n is the position of the left-

. . . 1
most one in a binary representation of x, b= X l2n

value of the bit which is the right side neighbor of the left-most one. We can
write that c¢c=x-a-b. Note that n is always negative for x in the range of

,and X is the
n 1

0,1 . The 0 operator represents the shift-right operation inserting zeros
from the left.

16
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4.2.2. LOG

The linearly approximated LOG, function is d)%fined as follows:

LC)G2 x = floor |ng X W 1 (11)
2 2

where x is in the range of Q.1

This function is realized by a shifter (set of multiplexers) that shifts the
binary representation of x to the left until the left-most one of x appears at
the 2° position. The integral part of the result is equal to 15-n, where n is the
number of shifts. The fractional part is composed from x shifted by n to the
left but with the left-most one excluded. For our 16-bit binary representation
of x, the shifter has four stages shifting by 8, 4, 2, 1 to the left. The result is
in sign-and-magnitude binary representation consisting of the sign bit, 5 bits
of the integral part and 14 bits of the fractional part.

4.2.3. EXP

The linearly approximated EXP, function is defined as follows
EXP, x =2™ " 1 frac x (12)

where frac(x) is the fractional part of x. This function is implemented by
a four-stage shifter to the right. The number of shifts is given by the integral
part of x. The shifter shifts the fractional part of x, which must be extended
by one from the left.

4.2.4. AFR

The AFR, function is a linearly approximated 2 * function. This is
described by the following equation

1 frac X
1

AFR2 X =—
2|nt X 2

(13)

This function is implemented by a four-stage shifter that shifts the
inverted value of one half of the fractional part of the absolute value of x.

17
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4.2.5. AFRLOG

The proposed AFRLOG, function covers the functionality of both LOG,
and AFR; blocks. From Eq. (11) and Eq. (13) it can be derived that

AFRLOG, x = int x frac x (14)

The AFRLOG function is implemented as a set of invertors that
corresponds to multiplication of x by -1 for one’s complement binary
representation of x.

A
c y
ki
SCL
SQR,
Xi ; |
! |
AP,
&
AFR EXP, y
LOG,
From other RBF
log(wi) neurons

Figure 6: Model of the Proposed RBF Neural Network

4.2.6. Model of the Proposed RBF Neural Network

A model of the proposed RBF neural network is shown in Figure 6. This
model is composed of linearly approximated functions described in the
previous section. The subtracter followed by SQR block and accumulator
calculates the Euclidean distance of the input vector and centroid. The

Euclidean distance is passed through the SCL block which shifts the value to
the left or right according to required |, which is limited to powers of two.

The chain of the AFRLOG block followed by an adder and the EXP block
calculates the activation function of the RBF neuron which is multiplied by
the weight of the output neuron.

The proposed model was written in Java and evaluated from
functionality and precision points of view. Figure 7 depicts the response of a

18



Parallel implementation of RBF neural network

o
o

Figure 7: Response of the two-input RBF neuron implemented by
linearly approximated functions.

two-dimensional RBF neuron with linearly approximated functions. The very
low impact of linearly approximated functions on the RBF neuron behavior
can be seen. The maximum absolute error produced by two input RBF
neuron is equal to —0,0736 (i.e. 7,36% of the output range).

4.3. Hardware implementation

The RBF neural network was implemented in synthesizable VHDL on the
Xilinx Virtex 4 FPGA.

The main goal of the design was to exploit maximum parallelism for the
given neural network topology allowing all neurons to work in parallel and
produce the output just after processing all vector elements. The only part
which cannot be truly parallelized is the final linear weighted sum of RBF
neuron outputs. In the worst case scenario, it would take as many clocks as
the number of RBF neurons in the design. Two approaches solving this
problem were considered: a tree of adders and pipelining.

The tree of adders would require log,(n) clocks to accomplish the
operation, but also require n-1 functional units.

Without a tree of adders, the output neuron needs as many clocks as
the number of RBF neurons, but we used pipelining to overlap the
computation and summation. This allows the RBF neurons to compute a new
vector while summing the previous output value. This means that full
utilization of the hardware may be achieved if the number of RBF neurons is
equal to the dimension of the input vector. In further text we denote such
units as base units.

Larger networks may be built from multiple base units. In this case,

19
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the sum operation is implemented as a tree of adders.

4.3.1. Base unit

We created a base unit containing a single output RBF network with sixteen
RBF neurons, one linear weighted output neuron and accepting sixteen
dimensional input vectors. The RBF neurons in this unit take exactly the
same number of clocks as the input dimension. The structure of the base unit
is shown in Figure 8.

The dimension of the input vectors in our design was arbitrarily chosen.
The design can be easily extended to support more dimensional input to fit
specific needs.

The design goal of the proposed base unit was to ease its scalability in
terms of neuron used per unit, as well as to ensure that even many of such
units will be able to easily perform the computations together. Therefore, all
neurons are interconnected with four different buses:

command bus

address bus

input data bus

inner data bus/output enable bus

All neurons are connected to the command and address buses. Each
neuron has a unique address assigned and may respond to commands issued
on the command bus only if its address matches the address issued on the
address bus. There are also broadcast addresses that allow feeding of all
neurons with the same command or data. This is suitable for fetching a
vector component for all RBF neurons at once. The outputs of RBF neurons
are connected to the inner data bus, which is connected to the output neuron

(S)-
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ADR :
CMD ;
DATA ;

R :

R e

R s —- ¥

R |

Figure 8: Structure of the Base Unit

Each RBF neuron accepts the following set of commands:
compute the output based on input vector elements
load the weights into the neuron
load the scale factor into the neuron

compute the weighted sum of RBF neurons output (for the output
neuron)

Loading of the internal weight/scale register is achieved though the

input data bus.

4.3.2. RBF Neuron Implementation

The RBF neuron implements equations Eg. (6), Eq. (7), and Eq. (8) according
to Figure 6. The structure of the RBF neuron is shown in Figure 9.

? y
: SUB ACC [{AFRLOG |—REG |-
e e f

Figure 9: Structure of the RBF Neuron
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All blocks inside the neuron are controlled by the finite state machine,
which controls the computations based on commands fed from the command
bus.

The SUB-SQR block and AFRLOG block are implemented as
combinatorial logic circuits providing output within a single clock cycle. The
Euclidean distance is accumulated in the ACC block, which is a sequential
circuit with the need for clocking. For a 16-component vector, the
accumulator requires 16 clock cycles to complete the computation. In each
clock cycle, a new vector component is fed from the data bus. Simultaneously,
in each clock cycle, individual centroid components are pulled from a circular
shift register to the subtracter. Each neuron has its own shift register for
storing components of the centroid. After processing of all vector components,
the Euclidean distance is fed into the AFRLOG block. The output of the
AFRLOG block is stored in a register, from which it is sent to the output
neuron.

4.3.3. Output neuron implementation

Figure 10 depicts the structure of the output neuron, which calculates
the linear weighted sum.

ADDR
CMD FSM
DATA |

i llm B i

Figu're 10: Structure of the RBF Neuron

The output neuron is designed similarly to the RBF neuron. The
weights are stored in logarithmic form in the shift register. In each clock
cycle, one of all RBF neuron outputs is enabled and added with
corresponding weight together. The sum is passed into the EXP block
(combinatorial circuit) and then stored in the accumulator. After all neurons
have been processed, the accumulator contains the output of the RBF
network.

4.3.4. Design testing and verification

The FPGA design was tested and verified successfully against the software
model written in Java. VHDL test benches were generated using additional
bash shell scripts and loaded into the VHDL simulator. Simulation of VHDL
code was performed in the ModelSim 6.2d simulator software.
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4.3.5. Synthesis results

VHDL code synthesis was performed with Xilinx ISE 8.2i.

The base unit with 16 RBF neurons and one output neuron runs on a
frequency up to 96MHz. The table below shows achieved speeds for a
selected number of neurons connected to the unit.

Table 1: Maximum Clock Frequency of the Base Unit

Number of RBF Frequency [MHZz]
Neurons
8 100.8
16 96.3
32 87.5
56 86.1

As shown in Table 1, the design scales well with a growing number of
neurons connected to the base unit.

The design was optimized for speed and synthesized for the Xilinx
Virtex-4 device (4vIx25sf363-12). Table 2 summarizes the FPGA resources
used for the base unit implementation with 16 RBF neurons. Macroblocks
that were synthesized for the base unit are shown in Table 3.

Table 2: Resources of FPGA Occupied by the Base Unit

Resource name Absolute Total percentage of
number of FPGA resource
FPGA
resource
Slices 3775 35%
Slices Flip/Flop 1104 5%
4 input LUT used as logic 7294 35%
4 input LUT used as shift 274 0.1%
register
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Table 3: Macroblocks Synthetized for the Base Unit

Macro name Count
4-bit up counter 17
16-bit register 320
18-bit register 32
4-bit register 16
5-bit register 16
8-bit comparator 16
equal
1-of-16 decoder 1
18-bit tristate 16

buffer

4.4. Comparison with Software Implementation

The hardware implementation was compared with floating point based
implementation in C, which was based on Eqg. (1) and (2). Each test was
iterated 4000000 times to eliminate the latencies of memory access. The CPU
used for the tests was Core 2 Duo 6320 running on 2.13GHz. The throughput
of L1 64KB data cache was 35001MB/s. System was running GNU/Linux
Debian, 64bit version. The test used compiler generated SSE instructions for
the floating point operations and ran on single core. The table bellow
summarizes the results for one test iteration with given number of neurons
and equal number of input vector components.

Table 4: Summary of computation times

Number of RBF | Computation time Theoretical Theoretical
neurons/ input of software computation time of| computation
vector implementation software time of
components [us] implementation hardware
without cache implementation
access [us] [us]
8/8 3.22 3.22-0.02 0.09
16/16 7.81 7.81-0.05 0.18
32/32 14.07 14.07 - 0.21 0.37
64/64 31.02 31.02-0.80 0.74
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The time necessary for the software based computation grows linearly
with the number of neurons and input vector components. The theoretical
computation time of hardware implementation was derived from the
frequency of simulated design and number of clocks necessary to finish the
computation (same as number of neurons for the base unit) plus one. The
theoretical computation time without cache access was derived from the fact
that the CPU reads (NR_NEURONS * (VEC_SIZE * 2 + 2)) of floats and it
takes on average just 0.1ns to read one float from cache.

4.5. Conclusion

We have presented fully parallel FPGA synthesizable VHDL implementation
of the RBF network using linearly approximated functions. We showed that
the combination of activation function and logarithm function results in a
very simple operation (negation), which significantly simplifies the hardware
implementation of the whole RBF neural network. The proposed RBF neural
network consists of adders and multiplexers, no multiplier or large look-up
tables are necessary.

Bus interconnections among neurons and command based control of
neurons provide very good scalability of the proposed architecture. It allows
increasing the number of RBF neurons as well as increasing the dimension of
the input vector. The pipelining technique used for RBF neurons allows full
utilization of the hardware.

We presented the synthesis results as well as the usage of RTL blocks
obtained from the Xilinx ISE 8.2. The results show that more than 32 RBF
neurons at a minimum can be implemented in 4vIx25sf363-12 FPGA. For a
base unit containing 16 RBF neurons, we can achieve a processing rate equal
to 1,5GCPS at 96MHz clock frequency. We showed that the FPGA
implementation is much faster then software implementation on mainstream
CPU. The architecture was simulated by ModelSim VHDL simulator and
validated against the model written in Java.

25



Future Work

5. Future Work

In our future work, we would like to investigate possibilities of scalable
parallel processing of recurrent neural networks on multicore CPUs, which
we find quite challenging due to fully interconnected neurons and additional
context layer.

Spatial Map

Input Vector
Figure 11: THSOM neural network

Such networks as depicted on Figure 11 use context layer to store the
temporal context. Problem is, how to unfold the context layer in the time and
allow efficient parallel processing. Therefore, we would like to introduce a
dataset parallelism computation and create network ensembles, which
themselves will work in parallel too. Motivation for such architecture is
nature inspired and comes from cortex organization of the brain. To mimic
the architecture of brain even more, we would like to research the
possibilities of temporal synapses reduction and the influence to overall
network performance.

General purpose CPUs and as well as specialized graphical GPUs are
now designed as multicore processors, greatly enhancing available level of
parallelism to programmer. We have chosen two platforms for our research
with different memory hierarchies. One with Symmetric Multiprocessor
architecture (SMP) and the another based on Non-Uniform Memory Access
(NUMA). Both platforms will be described later in the text.

We would like to research the mapping of recurrent neural networks to
both platforms and create their parallel implementation. We have chosen a
THSOM neural network as the foundation for our research and as good
representative of recurrent neural network.

26



Future Work

5.1. THSOM Neural Network

The Temporal Hebbian Self-organizing Map (THSOM) were introduced in [5].
Unlike classic SOM based networks, they contain spatial and temporal map
as depicted on Figure 11.

The THSOM architecture consists of one layer (usually connected as
the grid) of hybrid neurons. They are fully connected to input vector of
dimension d, connections make up the spatial map. The neurons are
connected to each other in the grid using recurrent temporal synapses
(temporal map).

Hybrid neurons contain two types of similarity measures, Euclidean
metrics for measuring similarities in input spatial space and scalar product
for measuring similarities in temporal space. The activation (output) of
neuron is defined as follows:

— 1 t t 2 t t (15)
Yi 1™ d X; Wy Y\ My
i=1 k=1
where Y, , is activation (output) of i-th neuron in time t + 1, d is a

constant square root of input vector dimension d, th is j-th network input in
time t, W:j is spatial weights for j-th input in time t, y, is output of k-th

neuron in time t, m:k is temporal weights for k-th neuron in time t (from

neuron k to neuron i), n is a number of neurons in network, and d is a
dimension of input space (vector).

5.2. Training of the Spatial and Temporal Maps

The spatial weights are updated using classical SOM (Kohonen's Self-
organizing Map) rules [7]. The weights are updated in order to move the
neuron in the space closer to the input vector. Temporal weights use modified
Hebbian learning rule according to following formula [33] (after new Best
Matching Unit (BMU) b is computed):

. t _ t
mt,k1= min max m_ 1 m, K, KL , for k= argmax, y, (16)
min max m, ~ m K, K, ,otherwise
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5.3. Proposed future work on THSOM neural
network

Current THSOM implementation uses only sequential neuron processing and
it was tested with small number of neurons (up to 60). We would like to
propose a parallel scalable implementation of THSOM neural network with
modified hierarchy suitable for parallel processing (communication
reduction, operation overlapping).

We would like to reduce the number of temporal connections between
the neurons in similar way how it was observed in a mammals brain.
Neurons which are further in the cortex have lesser number of connections
between the others. Proposed change in the neural network topology may
decrease the computational complexity and allow better parallel processing of
the computations. Impact of the reduction to network accuracy must be
researched.

Furthermore, the sums in Eq. (15) are not balanced which will almost
certainly cause problems with bigger networks, because the temporal part of
the state will have major influence to network behavior. It must be
researched, how to get optimal weights for the temporal and spatial maps.

Use of SOM batch learning algorithm [34] may be examined and
modified to meet THSOM needs.

The operation overlapping is difficult, due to recurrent connections
using previous state of the network. Therefore we propose to create a
network ensembles, which could work in parallel and learn itself from
different parts of training set. The BMU in recall phase could be selected
from a set of such network ensembles.

At last we would like to research prediction capabilities of the THSOM
neural network [5][33]. Only minor modification is necessary in the network
implementation to allow prediction. At particular time t the input to the
network is disconnected and winning BMU at t + 1 is selected just with the
temporal weights. Predicted spatial weights vector in the BMU is used as
new input to the network.

Second possibility is to convert the network to a Markov Chain as
described in [5] and [33].

5.4. Parallel Platforms

We would like to investigate proposed modifications of THSOM neural
network on two reference platforms. Multicore CPU and graphical
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accelerator, which could be used for general purpose parallel computations
such as nVidia CUDA platform.

5.4.1. Multicore CPUs

Todays trends in general computing clearly shows that the multicore CPUs
are way to go. Multicore systems begun to appear in common user desktop
systems. Intel has eight core CPUs already on the market and it is even
targeting from multi core systems to many-core systems such as a recently
shown prototype CPUs with 80 cores on it [35]. Those cores are much more
simple and can compute just basic operations. They are programmed with
the VLIW ISA.

Core O | -4 Core n

<¢ ¢>

Memory

Figure 12: SMP architecture model

We would like implement proposed THSOM network on classic
multicore x86 CPU with SMP architecture, but with the care to parallelism
either explicitly using POSIX threads or implicitly using OpenMP
framework, thus allowing to shield out number of real CPUs available.

The high level advantages of on multicore CPU implementation
include:

Cached coherent shared memory model
Lot of memory available ~ GB

Number of threads can be higher than the number of cores available
in system

The disadvantage is obvious, all processors are dedicated just to this
task.

5.4.2. nVidia GPU i1 CUDA

The nVidia CUDA platform technology was presented to public in early 2007.
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It is part of new high performance computing initiative called nVidia Tesla.
They use powerful high-end graphics GPUs to bring more general processing
power to servers and workstations. What makes this platform attractive is
cost. It can be used on ordinary high-end to mainstream nVidia cards,
starting with GeForce 8400 to GeForce 8800 based GPUs and on Quadro
platforms.

The nVidia CUDA is C language based development environment for
CUDA enabled CPUs. It provides the SDK for parallel application
development. The parallel model is based on threads and block of threads.
With such model, block of threads can be run on different cards, supporting
different amount of multiprocessors executing each block of threads. Typical
number of multiprocessors presented in one nVidia GPU is 1 to 16. Total
number of multiprocessor vary from 1 to 64. Each multiprocessor contains 8
processors, each capable of executing 8 threads in one clock cycle. There are
2 levels of shared memory in the platform (NUMA). Global memory (640MB),
64KB of shared memory per multiprocessor and 8192 registers per
multiprocessor. It uses IEEE 754 standard for single precision floating point
arithmetic.

SHM SHM

{1 4

Core Q0 -4 Core 7 Core 8 =4 Coren

i 1 3

Memory

Figure 13: Non-Uniform Memory Access model

Our research platform GeForce 8800GTS contains 12 multiprocessors
capable of executing 768 threads in one clock cycle.

As any hardware, there are some restrictions which must be obeyed,
especially, only threads in one thread block can be synchronized (it runs on
one multiprocessor). There are some memory constrains for parallel thread
accesses. Access to global memory is a lot slower and only some parts of
global memory are cached.
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5.5. Proposed THSOM implementation i recall
phase

We would like to implement the ensemble of THSOM neural network with
arbitrary number of neurons computed per thread. Each thread block will
run on the part of input data (e.g. one time sequence). Each thread block will
simulate one THSOM neural network. The winning BMU is calculated in
hiearchical manner. First the BMU from simulated neurons per thread is
found, then global per network BMU is found. Those BMU cannot be
directly compared with other thread block BMUs because there is no cache
coherency between the thread blocks. The solution is to writeback the BMU
ID to global memory, let all thread blocks compute its data set and then
reconstruct the winning BMU when all are finished. Typical number of
threadblocks should be low, because they map themselves to the physical
multiprocessors CPUs. The final task would be to select the global winner in
let say 16 element array for each data sample. This algorithm does not
contain any simplification for temporal weights yet.

Basic algorithm for recall phase:
All thread block do for different input data
All threads in block do for same data

For all simulated neurons
Compute neuron output Y,
normalize it
if 'y, is maximum from simulated neurons, remember it

Use parallel reduction to find global BMU

Writeback the BMU information to the winner set in global
memory for given input data

Find the total winning BMU in the winner set for each input data.

5.6. Proposed THSOM implementation i learning
phase

Each threadblock learns its own neural network. THSOM learning
phase consists of two steps: Training of spatial maps and training of
temporal maps. Training of the spatial maps follow classic SOM training
algorithm. Training of the temporal maps follows the algorithm proposed
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in [33][5].
Basic algorithm for one learning phase:
All thread block do for different input data
All threads in block do for same data

For all simulated neurons
Compute neuron output Y,
normalize it
if Yy, is maximum from simulated neurons, remember it

Use parallel reduction to find global BMU for a network
For all simulated neurons
compute the new weights based on distance to the winning BMU.

update the temporal weights with modified Hebbian discrete
learning rule

Common variables used by all threads in thread block can be stored in
shared memory.

5.7. Estimated network sizes

In this chapter we would like to discuss estimation of simulated THSOM
neural network parameters for both reference platforms.

The nVidia GPU has 16KB of shared memory available for each
threadblock, with similar latency as register access if there are no bank
conflicts. It would be very feasible to store all neuron weights in the shared
memory, eliminating hundreds of clock cycle latencies for global memory
access. The total number of neurons N in one threadblock which would fit
just into the shared memory would be:

d d® 4Fk‘’ (17)
2k *

N=

Where d is dimension of the input data, F is number of floats (16KB / 4
= 4096) and k is reduction constant for time recurrent connection. For
unmodified THSOM is k set to 1. Typical dimension of input data is 5. We
would get around 66 neurons, so about 8x8 grid of neurons. We can easily see
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if we just reduce the number of recurrent connection by factor 4 we can fit
grid which has nearly twice as much neurons as now (11x11).

Implementation for the multicore CPU would not suffer from small
shared memory, but we can apply the formula (17) to a L2 cache size per
core. For 4MB L2 cache F would be 1048576. For same typical dimension,
and k set to 1, we will get grid of 31x31 neurons. If reduction by factor 4 is
involved, we will get grid 45x45 neurons.
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6. Dissertation Thesis

Title:

Parallelism methods for recurrent neural networks on multicore CPUs

Abstract:

This thesis investigates a possibilities of scalable parallel processing
of recurrent neural networks on multicore CPUs with different shared
memory model. Symmetric Multi-Processor architecture and Non-Uniform
Memory Access architectures are used as the foundation of the hardware
platform. We propose modifications to the THSOM neural network to reflect
our efforts towards the multi level parallel architecture inspired with brain
cortex structure. Therefore, we introduce a dataset parallelism computation
and create network ensembles, which themselves will work in parallel too.
To broaden the mimic of the brain structure, temporal synapse reduction is
investigated. Modified version of learning and recall algorithm for parallel
environment is proposed. Prediction capabilities of THSOM neural network
are investigated. Balancing of temporal and spatial maps of THSOM network
is proposed.

Keywords:

Neural Networks, Parallel processing
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